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1 Displacements

1.1 Force-based vs. Position-based

Physics solvers are generally force-based: Forces and torques are accumulated on each
body and then integrated over the simulation time-step to get the body’s velocity
and angular velocity. The velocities are then integrated to get the new position and
orientation. This scheme is simple and based on sound physical principles but it
does have its drawbacks. In this scheme, position constraints manifest themselves as
constraint forces. These forces are then integrated twice over the time-step to get
the resulting change in position. This process can be prone to numerical inaccuracy
and instability.

Our physics solver is position-based: Velocities become changes in position (dis-
placements) and forces are changes in velocity. All quantities have dimensions of
length. Using this scheme, position constraints can be handled directly eliminating
any inaccuracy coming from integrating a force to get a position change.

1.2 Displacements Defined

The displacement d'™ is defined as
dt+1 — Xt+1 _ Xt (11)

where x! is the position of the body at time-step t. The displacement is the total
distance moved by the body in that time-step.
We also define the force displacement s'*! as

St+1 — dt-l—l . dt, (12)

i.e. the difference in successive displacements. This can be expressed in terms of x

as
St+1 _ Xt+1 _ 2Xt + Xt_l. (13)

From these definitions we see that the equation for the dynamic update of x! is
Xt+1 — Xt + dt + St-i—l. (14)

The velocities and forces used in the engine are not defined in the conventional
physical way, but are derived from displacements. If At is the current simulation
time-step, then we define the “velocity” as

v =d/At (1.5)

and the “acceleration” as
a=s/At. (1.6)
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1.3 Relation to Instantaneous Velocity and Acceleration

The standard way of integrating the position of a body over a time-step is to use a
Taylor expansion:

dx 1 d?x
t+At)=z(t)+ —| At+-= —=| A2 + O(A). 1.7
(1 A1) = a(t) + | A5 G| A+ O(AR) (17)
This translates into ]
x =x! vIAL+ iatAt2 +--- (1.8)

Compare this to the displacement-based update (1.4) in terms of v and a
x =x! VAL + AT AR (1.9)

The two equations have a similar form but the parameters are not the same. To see
the relation between them let us write the displacement in terms of the instantaneous
variables v and a:

diH! = xt  xt

1
= (x'+ VAt + éatAtL2 +--0) =X,

1
=v'At + 5amt2 SR (1.10)
Therefore 1
vi=viTh 4 §at_1At e (1.11)

where the dots indicate terms of order At2.
We can do the same for the acceleration:

st = dtt — dt,

1 1
= (VIAt + §atAt2 4o = (VITIAE + 5at—lAt2 +--0),
1

=5 (@ +a ) A+ (1.12)
since
vi=viTt fal Tt AL 4 (1.13)
Therefore 1
a' =g (a7 +a ) £ (1.14)

where this time the dots indicate terms of order At.
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As a check, we can put the results (1.11) and (1.14) into the dynamic update
equation (1.9):

x = x! VAL + AT AL,
=x'+ (v + %atAt+~-~)At+% (a'+a '+ ) AL
=x'+ (V7P Fal T AL AL + %atAt2 + -
=x"+ VAt + %atAtz + - (1.15)

as expected.
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2 Constrained Dynamics

We wish to solve the motion of a set of bodies with coordinates x;(t) = (z;, vi, :; 0;, ¢i, ;)
moving in a potential V(x) subject to a set of constraints ¢;(x). We do this using
the method of Lagrangian multipliers.

The Lagrangian for our system of bodies is

1
L= 5>‘<TM>‘< — V(%) +chA, (2.1)

where:
e x is the 6 x n vector (x1,...,%,). X ==

e M is the mass/inertia matrix

M,
M = M, ,
M = ( 0 I )
e c is a vector of constraint functions ¢ = (¢1(x), ..., cn(X))

e )\ is a vector of Lagrange multipliers A = (A1,...,A,). A; is the Lagrange
multiplier corresponding to the constraint ¢;(x)

The Euler-Lagrange equations of motion

d (0L oL
Z (=) == 2.2
dt <8X) ox 0 (22)

give for our Lagrangian
oV [(9c\"

Mx = —— — 1 A 2.3
* ox * (8}() (23)
g—i is a (m x n) matrix known as the Jacobian constraint matriz or just as the

Jacobian':

Cdc cr,- s cm)

J= = _Z\"hrm)
ox  O(xy,...,x,)
Oci O, Oa
o1 0o Ozn
ez - :
Oem .. ... 9om
ox1 Oxn

INote that in the Jacobian matrix z; refers to the i*" element of the 6n dimensional vector x.
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There are two distinct types of force in (2.3): The external forces

oV
F.=— 2.5
. (2.5)
and the constraint forces
F.=J")\ (2.6)
We have to solve
x=M"'"(F.+F)=a+r. (2.7)

a is the acceleration due to the external forces and r is the acceleration due to the
constraints (referred to as the reaction force in the solver white paper).

The problem is that these are 6n independent equations to be solved for 6n + m
independent variables x;,7 =1,...,nand \;,j = 1,...,m. Asis standard with these
problems, the extra equations needed to fully solve this problem are the m constraint
equations

¢(x)=0,i=1,...,m. (2.8)

We are now concerned with bringing the 6n + m equations (2.7) and (2.8) into
a single matrix equation that can be solved numerically. The standard method of
Baraff, Witkin etc. is to differentiate (2.8) with respect to time twice to get a set of
equations involving %X and J and substitute this in to (2.7):

c= @x
S ox
— Jx,
¢ = Jx+ JX,
pum— . (2.9)
Substituting this into (2.7) gives
IMJT\ = —Jx — IM™'F,. (2.10)

This is the standard equation quoted in the literature to be solved for \2.

Since our engine is displacement-based, we need to integrate this equation twice
to find the displacement due to the constraint force. This is in general a difficult
problem, but simplifies greatly for linear constraint functions.

2.1 Linear Constraint Functions

We assume that the constraint equation is linear, i.e. we can write the constraint
equations as
c(x)=Dx-—c (2.11)

?Baraff adds a constant acceleration limit ¢(x) = a so that the left hand side is a—Jx—JM'F,.
It is also common to treat the variation of the Jacobian J as a second order effect and neglect it.

7
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for some matrix D and constant vector c. In this case, the Jacobian is just J = D
and the derivative term J = 0. Integrating (2.10) and using the constraint equation
to determine the constants of integration we find

IMJT\ = ¢ - Jx* = ¢ — Dx", (2.12)

where x* = x' 4+ d’ + a’™! is the position at t + 1 if there were no constraint forces.
Note that here A is scaled by the time-step squared so that it now has units of
mass X length. We will use the same symbol for this scaled parameter as for the
unscaled parameter for convenience.
Another way to derive this equation is to say that we want the constraint equation

Jx =c. (2.13)

to be satisfied at the end of the time-step after the constraint forces have been added.
i.e. Jx'*! = c. This implies that

Jx'+d' +s) =c. (2.14)

We can split s into force displacements coming from external accelerations M~'f, =
a‘*! and force displacements from constraint accelerations M~1J7\ = r. We have

Jx"+Jr=c (2.15)

This gives
IM'J'\ =c— Jx* =c— Dx". (2.16)

The right have side of this equation is a known constant at the start of the time-step,
so this equation is of the form
AN=D (2.17)

with A = JM~1J7 and b = ¢ — Dx*.

It is a standard problem of numerical methods to solve a matrix equation such
as this for A for which there are various known methods.

Once ) is known, the “reaction force” r can be calculated using r = M~1J7 )
and used in the dynamic update equations.

For linear functions, the constant b is the target position in constraint space and
so deriving constraint equations is relatively straightforward.

2.2 Impulses and A\

The Lagrangian multipliers A are sometimes referred to as impulses. This is be-
cause for linear constraint functions this is exactly how they behave. An impulse
is an instantaneous change in momentum mAwv and has dimensions of MLT~!. In
our position-based solver, however, impulses have dimension of M L. Impulses are
caused by forces that act over an infinitesimally small period of time. An example
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of such a force is the impact force generated when two perfectly rigid bodies collide.
Such a force will cause an impulse on each rigid body moving the two bodies apart
and preventing any inter-penetration. According to Newton’s Third Law, the two
impulses will be equal in magnitude and opposite in direction. In order to work out
the overall effect of many impulses on a rigid body one has to add together all of the
impulses in the frame that they are being applied

=) Lj. 218)

where F is the total linear force?, L; the frame in which the impulse is being applied
(along the impact normal in our example) and j; is the impulse.
Now compare this to the constraint approach:

F.=J"\ (2.19)

Consider a linear constraint such as ¢(x) = L(xp — x4) — 1. This is saying that the
distance between xp and x4 in the frame L should be fixed at 1. In this case the
Jacobian is J = (L —L). The Jacobian matrix is projecting the individual impulses
A; from each constraint into the correct frame and these are then being summed to
give the total constraint force on each body.

For linear constraints there is a one to one mapping between the impulses due
to each constraint and the Lagrangian multipliers. Note that for other types of
constraints, such as quadratic constraints, this would no longer be the case. This
relationship between A and j is used when interpreting the constraint spies.

2.3 Dynamic Update

The constraint accelerations are displacements in our engine. They modify the dy-
namic update equations in the following way:

Xt+1 — Xt + dt + St+1 + rt-i-l7
dt-l—l — dt 4 St-l—l 4 rt-l—l (220)

3note that the units are correct in a position-based system.
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3 Solving The System of Equations

In the previous section we reduced the system of equations to be solved to the linear
matrix equation

IJMJTA =b. (3.1)

This is to be solved for A and then, using ), the reaction forces r = M~'J7\ used
in the dynamic update can be calculated.

There are many numerical methods for solving such a system. The one that we
use is known as the Gauss-Seidel algorithm.

3.1 The Gauss-Seidel Algorithm

Consider solving the system of equations

1171 + a2 + - -+ ATy, = by,

2171 + ATy + -+ - + Ao Ty, = bo,

Ap1T1 + A12T2 + - - + Ap Ty, = bm (32)

for zy,...,2,,. This is equivalent to solving the matrix equation Ax = b. In the
Gauss-Seidel algorithm this system is solved iteratively in the following way:

1. Make an initial guess at the solution (in this case we will start with a guess of
x =0):
x@ = 0.

2. Calculate an improved guess at x; using the first of the system of equations

and the initial guess for the remaining xo, ..., T,,:
1
xﬁl’ =— b — algxéo) — = almxgg)] .
an
3. Do the same for the other variables x,, ..., x,,:
1
CUZ(-I) = . [bi - au:cgo) - ai(i—1)$l@1 - ai(i+1)xz('3.)1 - aimx,(f)} .

4. Repeat for as many iterations k as are required:

1
IL',(-kH) = |:bi - auxgk) - ai(i—l)xz(lj)l - ai(z‘+1)$§.]?1 - aimxﬁ’,i)} .

Qi

10
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This algorithm can be written in matrix form as
x* ) = x®) 1 D (b - Ax), (3.3)

where D is a diagonal matrix

3.2 Optimizations

The problem with implementing the Gauss-Seidel algorithm (3.3) directly is that
the Jacobian matrix J is sparse. Typically, a constraint will act on only two bodies
and the constraint function will be a function of just two sets of coordinates x4, xp.
This means that out of a possible 6 x n entries in one row of the Jacobian matrix
only 6 x 2 will be non-zero. In order to minimize storage, we only want to store the
non-zero elements of the Jacobian. In order to minimize computation, we only want
to transpose and multiply the non-zero block elements of J.

In order to achieve this, we do the following: We make use of the fact that the
“reaction force” r = M~1JT\. The equation we need to solve for the reaction forces
is

Jr=b. (3.5)
This is the equation that we want to solve as ultimately it is the reaction forces
that we with to calculate. However, all of the data in the Jacobian is calculated per
constraint. What we do is to assume that the constraint acceleration displacements
(reaction forces) are updated differentially with the Lagrangian multipliers (impulses)

per iteration:
pRHD) k) — 1T ()\(k+1) _ )\(k)) ) (3.6)

using these two equations together, a single Gauss-Seidel is performed in two stages:

AW — \® L D (b — Jr®) |
pH) = ) L VLIT(ARHD) B, (3.7)

-1
where D is the inverse of the matrix of diagonal elements of JM~'J7, D = ((J M~1J7) diag)
The basic pseudo-code for the solver is:

11
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for (k=1 to nlterations)

{
for (i=1 to nConstraints)
{
A =AW 1D, (b - Jx®)
e+ = ¢ ® VLT A ),
}
}

where b;, J;, \;, D; are the limit, Jacobian matrix block, Lagrangian multiplier
and diagonal matrix.
Note that

. ((JlMl_lJ?)diag)_l
((JM_lJT)diag) = s (3.8)
(@aMIT) )

so we can store a diagonal sub-matrix per constraint that is the only element of D
acting on the Jacobian sub-matrix J;. respectively for the constraint i.

To simplify things, we assume that the Jacobian matrices are constant through-
out the solver update. For linear constraints this means that the frame that the
constraint is defined in is assumed not to rotate. This is a gross simplification and
is only appropriate when there are no large “reaction torques” being produced.

3.3 Over and Under Relaxation

A slight variation on the Gauss-Seidel algorithm is the use of a so-called relazation
parameter (1. The standard algorithm (3.3) is modified to

xFHD = x® 1D (b — Ax). (3.9)

Each update to x is scaled by a factor of u. Values of y between 0 and 1 will cause
the solution to converge slower than normal and can sometimes be helpful when
solving unstable problems. This is known as under relaxation. Values of u greater
than one can cause the algorithm to converge quicker than the basic Gauss-Seidel
algorithm although this only works for particular types of stable problem. This is
known as over relaxation.

12
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4 Joint Constraints

Joint constraints are six-dimensional. They can remove three linear and three angular
degrees of freedom describing the relative motion between two rigid bodies; the parent
and the child. The linear constraints are simple one-dimensional distance constraints
along three constraint axes. The angular constraints limit the relative orientation of
the child and parent frames and are broken down into a “swing” constraint and a
“twist” constraint. The different types of angular constraint are:

Swing: Locked, Hinge, Cone, Arc, Free
Twist: Free, Arc, Locked

A minor complication is that all of the joint constraint equations are inequalities.
Joint frames are free to move in a region defined by the type of joint. Once the relative
position/orientation of the joint frames reaches a defined limit then a constraint force
need to be applied to maintain the joint constraint and limit the relative motion.
This type of inequality constraint is handled by inserting a conditional statement in
the solver loop that only generates an impulse A in one direction only: e.g.

A = AW L D, (b; — Jie®)
AFD = Max(AFT) 0)

4.1 Linear

The linear joint constraints limit the relative distance between the origin of the
parent and child joint frames in world space to be confined to an oriented box of
dimension [. The constraint equation can be expressed as

L(p. —py — 1) <0, (4.1)

Where p is the position of the frame in world space and L is the constraint frame
defining the orientation of the limit box. In terms of the centre of mass x and
orientation # of the rigid body, this is

c(x,0) =L(x, + 0, Xty —%Xp — 0 X1 — 1), (4.2)

13
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where r is a vector from the centre of mass of the body to the origin of that body’s
joint frame. Differentiating this gives the linear part of the joint Jacobian:

d o(x,0) Jdc dx dx
I X = = R
dt 7 ox dt dt’
=L(vy+wy X1y — Vp+wp X1p),
A\
— (L Li, L —Li, )| 2 |,
Vi
Wy
=J= ( L Lr, -L -Lr, ) , (4.3)
where 1 is the screw matrix of r:
0 T, Ty
r= —r, 0 T (4.4)
Ty —Ty O

4.1.1 Setting the Limit

The solver equation is solved to find the reaction forces which update the body so
that at the end of the time-step all constraints are satisfied. At the end of the
time-step we want

Lp," —p," =) <0 (4.5)
Using the notation of chapter 2, let p*! = p* + r, where
p=p' +d +s" =x"+df, +si' + (0" +dl,, +sit)) xr, (4.6)

i.e. p* is the position of the joint at ¢ + 1 if there were no constraint forces. Since it
is the constraint forces we are trying to solve for, we have:

L(r, —r— (I+py —py)) <0 (4.7)

and the limit is set as
b =L(l+p, — py)- (4.8)

4.2 Angular

Angular constraints are applied as angular impulses about three independent axes,
sometimes known as the angular frame, T. The axes of this frame need not be
orthogonal, it is just required that they be linearly independent and of unit length.
These axes of the angular constraint frame T are the neutral, swing and twist axes,
{n,s,t}. The order of these rotations is neutral then swing then twist, taking the

14
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child angular frame R, into the desired orientation with respect to the parent angular
frame Ry:
R, = R,R;R,R;. (4.9)

The angular constraint equation is:
TO -0t — 1) <0, (4.10)

where 6 is the orientation of world space angular frame. Note that this orientation
is defined as a vector whose axis is the axis of rotation and magnitude is the angle
of rotation.

The angular part of the Jacobian is just

J=(T -T) (4.11)

and the limit is
T(l +py = py), (4.12)
where p®st = 0" + d},, + sitl. The “reaction force” we are searching for rn, is a

torque applied at the centre of mass of the rigid body that will correct any violations
so that the constraint is satisfied at ¢ + 1. The limit [ will depend on what type of
joint constraint is being solved for.

4.3 The Diagonal Pre-Conditioning Matrix

The solver algorithm requires the matrix [(J M_IJT)diag} ~' The full Jacobian sub-
matrix for the joint constraint is

(L Li, -L —L§,
Ji_(o T o _T) (4.13)

Therefore
m; 1 L” 0
L Ly, -L -Lr I! ol PO
M7 — a b a a
{JZMZ Jz }diag ( 0 T 0 -T ) mb_l]l _LT 0
L’ -5 L7 =TT ) )
~( m7 L+ LE I T +my '+ LI ' LT 0
- 0 T 'T? + T, ' T7
(4.14)

The diagonal matrix D used in the solver is the inverse of this, which, as the matrix
is diagonal, is found by taking the inverse of each of the matrix elements.

15
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4.3.1 Locking Axes

We will be using the notation {x,,y,.,2z,} for the world-space child angular frame
and {X;,ysp, zp} for the world-space parent angular frame.

Swing Axle, Swing Hinge
Let the angular constraint axes be:
_ Xa XYp
|Xa X yb|
We only want to allow rotation about the swing and twist axes. The neutral axis is
used to apply impulses to fix any unwanted rotations.

With these choices, it means that we are only allowing rotations about y;, and
X,. This implies that

(4.15)

t:Xaa S=Yy 1

X, yp = 0. (4.16)

As with all constraint equations, this is required to be true at the end of the time-
step:

xiH Lyttt = 0. (4.17)
In the parent frame y;*' = y! =y, and x{! = RyR,R,,x!. We require that
R,.x, -y, =0, (4.18)

where R,, is a rotation about a normalized axis in the direction of x, X y;. What
we now need to calculate is the angle of rotation required in order to satisfy this
equation; i.e. the amount of impulse to apply about the neutral axis.

The equation for rotating a vector x, about an axis n by an angle 6, is:

x, = R, (0)x, = (X4 -n)n + cosb,(n x x,) X n+sinb,(n x x,). (4.19)
For n = I;:XZ\ this gives

/

= en a a a 1 Hn a a
X, - cos 0, ((Xq X yp) X Xq) X (Xq X yp) + m— sin 6, (x4 X ¥p) X Xq)
(4.20)
since X, + (x4 X yp) = 0. Now, we can use the identity
(axb)xc=(a-c)b—(b-c)a (4.21)
to simplify (x, X yp) X X,:
(Xa X Yb) XXe =Yy — (Xa : yb)xaa (422)

since x, 1s a unit vector. Also
(%q X ¥5) X Xq) X (Xq X ¥5) = (Y5 — (Xa - ¥5)Xa) X (Xq X Y1),
R (Xa X Yb) - (Xa . Yb)xa X (Xa X Yb)>
=X, — (Xa - ¥5)¥0 + (Xa - ¥5)¥5 — (Xa " Y1) Xa,
= (1= (X4 ¥)*)Xa. (4.23)

16
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Using these identities we find

1
e enl_ a 2 a I en - a ’ a 4.24
X, = s o1 = (% Y02+ T sin g (3 — (- o)) (424
and
1

e = Hnl_ a 2 a 7‘9n1_ a 2
Xo Yo = s o 08 (1= (Xa ¥6)7) (Xa " ¥b) + oy (1= (%a - ¥3)),
= cos b, cos o + sin 0, (4.25)

where « is the angle between x, and y,. Note that we have used:

cos? 0 +sin? 0 = 1,
x -y = [x||y]cos0,

X Xy = |x]||y]|sinfn
Setting this equal to zero gives

tanf, = —cosa = —X, - Y. (4.26)

0, = — tan_l(xa “Yb)s

i) a0+ Ol ) (4.27)

To summarize, for a swing hinge or axle, we have to lock the axes to only allow
rotations about the twist axis t = x, and the swing axis s = y,. We do not allow
rotations about the neutral axis n = ";Z—XZ' perpendicular to the twist and swing
axes. If this constraint is satisfied, then x,-y;, = 0. In order to correct any violations,

we apply an impulse of ,, ~ —(x, - y,) about the neutral axis.

Swing Locked

This means that we are only allowing rotations about the twist axis t = x,. We
use the neutral rotation to ensure that any swing is about the y, axis as in the swing
axle case:

Xa X Yo
n=_——+—
Xa X ¥
O ~ —(Xq - ¥p)- (4.28)

To lock the swing, we apply the same method, this time using the swing rotation
R, to limit the swing rotation to the z;, axis:

Xg X Zy
§= — "
|xq X 2z
Os ~ —(xq - Zp). (4.29)

17
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By constraining the swing rotation first to lock the swing to be about the y, axis
and then to be about the z, axis we are actually constraining the rotation so there
will be no swing rotation at all, only twisting about the t = x, axis.

Tunst Locked

In this case we want to limit the rotation so that there is no rotation about the
twist axis t = x,. The complication with doing this over the swing axle constraint
is that the twist rotation is the last rotation to be applied R, = R;R;R,R;. We
need to apply the twist constraint to a frame with the swing removed. The twist

constraint is
y'thozth =0, (4.30)

Where {X,y,z} is the child frame with the swing removed. This frame is constructed
by rotating the child frame {x,,yq, 2.} about the axis |§“Xx” so that at the end of

aXXb|
the rotation x, = x;, = X. This swing-free frame works out to be

5 = e (e 0 () (33003 — (2 30)%, X 30}
A (7 xy)Xe + (Xa - %) (Za - X)X+ (Ve X5)%e XK} (431)

1 — (x4 Xp)?

Note that if x, and x; are parallel then we can’t construct the rotation axis, but this
just means that the child frame is already in the correct swing-free configuration and
we can use this directly.

We need to find a rotation about the twist axis x so that

R,y -z, = 0. (4.32)
Rotating y about the x axis is simply
R,y = cos 0,y + sin 6,z (4.33)

And we require that
cos 0,(y - zp) +sin 04(z - z,) = 0. (4.34)

This means we are finding 6; such that
sin(6; + 1) =0, (4.35)

where 1) is the current angle of rotation of the swing-free frame about the twist axis
X.
Using the formulae for y and z we find

0, = tan™ (4.36)
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This can be simplified using the identity
(axb)-(cxd)=(a-c)(b-d)—(a-d)(b-c). (4.37)
Using this we find

Zo Yo — Ya Zb = (Xa X ¥a) (26 X Xp) — (Za X Xa) * (X X ¥),
= (Xa " Zp)(Ya " Xb) — (Ya * 26)(Xa - Xp)
— (24 xp) (Xa - Y1) + (Za - Yb) (Xa - Xp)- (4.38)

(Xa " 20)(Ya - Xp) = (Za - %) (X0 - ¥p) = (1 — (Xa - X)) (Za  Yb — Ya - 20).  (4.39)
Similarly
(Xa - ¥5)(Ya - Xp) = (Za - %) (Xa - 26) = —(1 = (Xa - X0)) (Yo * Yo + Za - 2).  (4.40)

Using these in (4.36) gives

0, = tan™* Yo' 2~ Za " Yy : (4.41)
Yo Yo+ ZaZp

which for small twist angles is approximately

Yo 'Zp —Z4 - Yp
Yo Yo+ Za-Zp

6, ~ (4.42)

4.3.2 Limiting Motion about an axis

Swing Hinge

A swing hinge constraint is a swing axle constraint with the additional constraint
that the rotation about the axis is limited to some range of angles.

The angular constraint axes are:

Xa XYb

= — 4.43
|Xa X yb| ( )

t:Xau S = Yo, n

We can assume that the neutral rotation R,, has locked the axes to the swing locked
configuration. We now use the rotation R, to provide an angular impulse to ensure
that rotations about y;, are bounded by the swing limit ¢,. The constraint equation
is:

Xt < cos ¢ (4.44)

a

If this inequality is violated then we need an angular impulse about the swing axis
such that
R.x, - x; = cos ¢, (4.45)
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i.e we need an impulse to bring the axes back to the limit of the hinge.
The rotation of x, about y, is given by

X, = Ry(0s)x0 = (Xa - ¥b)Yb + €08 05 (yp X X4) X ¥y + sinOs(yp X Xq). (4.46)
Inserting this into the constraint equation and simplifying gives
cos Os(x, - xp) + sinOs(yp X X,) - Xp = €OS @s. (4.47)
Using (yp X X,) - Xp = X4 + (Xp X ¥3) = X, - Zp this becomes
cos Os(X, + Xp) + sin b4(x, - 2p,) = €os ¢. (4.48)

Notice that this has a simple interpretation: Let the angle between x, and x; be .
This equation then says

cos s cos 1) + sin O, sin ) = cos(Os + 1) = cos ¢,
=0, = ¢s— Y, (4.49)

i.e. the angle of rotation required to maintain the hinge limit is the difference between
the limit and the current angle of rotation.

This gives
(bs - wv ¢ > (bs
‘93 = ’QD - ¢sa w < _¢s (45(])
0, otherwise

where 1) = cos™!(x, - Xp)
For small angles, we can use (4.48) to give

0, ~ (cos &y — (%o - %0))/(Xa - 7). (4.51)

Swing Cone
The swing cone constraint limits the angle between the x, and vz, axes. The
swing axis is thus defined as s = x, X x;. The set of angular constraint axes is The
angular constraint axes are:
X, X Xp (X4 X ¥p) X X,

t=x,, s=—, n= . 4.52
|xq X Xp| |(xq X ¥b) X Xq ( )

The calculation of the required swing displacement proceeds in the same way as for
the swing hinge constraint except the swing axis is different.
The constraint equation is:

xt L x < cos ¢ (4.53)

If this inequality is violated then we need an angular impulse about the swing axis
such that
R.x, - x; = cos ¢, (4.54)
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The rotation of x, about x, X x; is given by
x! = R,(05)xq = cos0,((x4 X Xp) X X4) X (Xg X Xp) + 8in05((x, X Xp) X X,). (4.55)
Inserting this into the constraint equation and simplifying gives
cos 0s(1 — (x4 - X3)%) (Xq - Xp) + sin 0,(1 — (%, - X3)?) = cos ¢s. (4.56)
In terms of 1, the angle between x, and x; this is
cos 0, cos 1), sin 1), + sin 0, sin® 1, = cos @,. (4.57)

For small correction angles #, << 1 we find

COS Qs
Oy ~ —————— — X, - Xp. 4.58
1—x, X Hat X ( )
Twist Arc
The constraint equation is
y -yt < cos dy, (4.59)

where, as with the twist locked constraint, we need to apply the constraint to the
swing-free child frame

S/ - m {_(ya . Xb)xa + (Xa ) Xb)(ya ' Xb)Xb - (Za ' Xb)xa X Xb} s
z= 1 {—(2a - xp)Xa + (Xa - %) (Za - Xp)Xp + (Ya - Xp)Xa X Xp} . (4.60)

1 — (x4 Xp)?

If the inequality is violated, we need to apply an angular impulse about the twist
axis X such that
Ry -y, = cos ¢;. (4.61)

In other words

cos Oy (y - yp) +sinby(z - yp,) = cos(b; + 1) = cos ¢y, (4.62)

Where 1) = cos™!(y - y3) is the initial pre-corrected twist angle.

cos ) = 1 {3 30) (5 90) + (2 -39) (%, )}
sinp = ﬁ [(¥a - X0) (%0 2) — (20 - X0) (%0 - 30)} (4.63)
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The result is:

G =, >y
=< v =@, v <—¢ (4.64)
0, otherwise
where
= eos™ | T (O )06 30) + (2 00, Zb>>} S

Using the identity (4.40) this simplifies to

6; = cos™! [yai j,_b;_ Z‘;b Zb] . (4.66)

For small twist angles we can use the approximation

ethosqﬁf—y-yb:cosgbt‘—COS@D. (4.67)
Z-Yp sin ¢

Using (4.40) to simplify sin we have

(4.68)

therefore
cos (1 4+ X4 - Xp) — Yo Yo — Za - Zp

Zo Yo — Yo Zp

4.4 Summary

The total angular plus linear Jacobian is:

( 15 o ) (4.70)

The limit for the linear constraint is:

b =L(l+ p; — p); (4.71)
where p*! = p* + r and the limit 1 and frame T are pre-defined inputs
The limit for the angular constraint is
b=T(1+w; —w;), (4.72)
where w'™' = w* + 1y, and the limit 1 and frame T depend on the type of joint

being solved:
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Swing Axle

Swing Hinge

Swing Locked

Swing Cone

Twist Locked

Twist Arc

Xa X' Yo

S=Y n=_———.
b |Xaxyb‘

l, = —tan " (Xq - yo) ~ — (X4 - ¥3)

Xa X'Yb
S:}/b7 n—-———.
|Xa X yb‘

[, = —tan_l(xa V) ~ —(Xa - Y1),

Iy =+ {¢s — cos™ (x4 - xp) } ~ I (%a - x)

(Xq - 2p)

X, X Zp Xa X' Yo

S=7—"—, n=-—-"
|Xo X Zp] Xa X bl

l, = —tan_l(xa V) ~ —(Xa - ¥b),
ls = —tan " (X, - 2p) ~ —(Xq - Zp)

o Xa XX (X X y) X X4

= n — .
|Xa X Xb|7 |(Xa X Yb) X Xa|

COS @
[ymo —— % X, -Xp
1—x,-xy

t=x,

I, =tan™! {Ya'zb—za')"b]
t — )
ya'Yb_'_Za'zb

NYa'Zb_Za'Yb
Ya'yb+za'zb

t=1x,

= oot [Ptz

1+x,-%xp

cos ¢¢(1 +Xa " Xp) = Yo' Yo — Za - Zb
Zg Yo — Yo Zp .

~ £
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5 Drive Constraints

Drive constraints fall into two categories: soft drives and hard drives. Soft drives
are like springs, hard drives are used to drive the position/orientation to a desired
target.

Drives are the only constraints which have a set maximum constraint force. This
is in place so that an object being driven into a solid wall, say, will only be able to
try and push through it with a limited force. The limit is imposed in the solver loop
by clamping each component of A to some maximum value.

5.1 Linear

The constraint equation is:
L(pa — Py — 1) = 07 (51)

where p is the world space position of the drive frame and L is the linear drive frame.
This is the same constraint as the linear joint constraint except this is an equality
and the Jacobian is the same

J=(L Lf, -L -Lg;, ) (5.2)

The linear frame for the drive is a fixed input. The only thing that the linear frame
will affect will be the orientation of the limiting cube which determines the maximum
strength of the drive.

The general formula for the limit is only slightly different from the limit set in

the joint Jacobian
b = L(1 4+ aAx + fAd + yAs), (5.3)

where:
Axr = X — X,,

Ad=dy+wy, X1y —d, — w, X Ty,

As=s,+7 X1, —d; — T4 X1,

The difference is «, (3,7, which are constants that determine the behaviour of the
constraint. For the joint constraint these are set to 1. The value of the constants
a, 3,y will depend on the type of drive being solved.

5.2 Angular

Angular drive constraints make use of the relative quaternion derivative matrix which
is defined in the appendix.
The angular constraint equation is:

TO -0 —1) =0, (5.4)
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where 6 is the orientation of world space angular frame. Again, this is the same as
the joint constraint equation except that it is an equality constraint.
The angular part of the Jacobian is

J=(T -T) (5.5)

Unlike the joint constraint, the angular frame for the drive constraint just depends
on the relative orientations of the two bodies. We set

T = {i,j, k}, (5.6)

Where {i, j, k} are the normalised vectors of the g;, ¢;, g axes of the relative jacobian
derivative matrix.

Overall, the form of the Jacobian matrix is identical to that of the joint Jacobian
and the diagonal matrix D will be the same also.

The general equation for the angular limit is

b =T+ aAx + fAd + vAs), (5.7)
where:
Ax =06, —0,,
Ad = wy — wy,

As =1, —T1,.

The term TAx can be found using the scalar parts of the Jacobian relative derivative

matrix:
4 cos™(ig)
TAz = | 4cos™(jy) (5.8)
4 cos™ (ko)

Alternatively, sin(6/2) is found by normalising the vectors parts of the quaternions
(needed for the frame T') this can than be divided by the scalar components, which
contain cos(6/2), to give tan(f/2). For small angles this is approximately /2.

5.3 Hard Drives

For hard drives we apply a damping term. This term retards the constraint force
and means that the constraint can be gradually solved over many frames rather than

in a single frame.
1

o=—77

1+ pAt

The term p defines how much damping is applied to the hard drive. p = 0 implies

that there will be no damping and the constraint will be solved in a single time-step.

As i — oo any position difference between the drive frames will take longer and
longer to be corrected.

=1, ~=1 (5.9)
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5.4 Soft Drives

For soft drives, the constants «, 3,y are set as
a = kA2, 3= pgAt, v =1. (5.10)

This causes spring-like behaviour. k,At?Az is the spring force according to Hooke’s
law and pgAtAd is the damping. Some analysis of the spring equation is done in the
appendix.

5.4.1 Implicit vs. Explicit Updates

The previous set of coefficients is valid when we are assuming and explicit dynamic
update of the position and displacement with the reaction forces. In an explicit
update the reaction forces are evaluated at the beginning of the time-step.

Xt+1 — Xt + dt + St+l + rt-i-l’
dt+1 _ dt + St+1 + I't+1, (511)

where
r'tt = —k AP AX — pgAtAd (5.12)

In an implicit update the reaction force is calculated at the end of the time-step:

rt+2 — _kSAtZAXH-l o ,udAtAdtH,
= —k AP (A" + Ad' + As™ 4 v 2) — g At(Ad + AsTT 4 2) (5.13)

2 _ ks At? o palAt + ks At?
1+ pgAt + k At? 1 4 pgAt + kAt?

r

(Ad" + As'). (5.14)

making the constants

B ks At? 5 aAt + k At?  paAt + kAL
T T At AR T T T At AR T 1 gt + kAR

(5.15)

This is fine for displacements from the bodies due to their relative position,
velocity and external accelerations, but we also need to apply a spring factor to the
displacements due to the reaction forces from all of the other constraints. This is
achieved by scaling A and r by a factor od v in the solver loop:

MY = 2\ 4 D, (b — 4 Jir®) (5.16)

)
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6 Contact Constraints

Contact constraints have to deal with three different types of situation:
e Solving for objects that are resting against each other
e Solving collisions (with and without restitution)
e Solving penetrations

On top of this there is the added complication of including friction. Contact con-
straints always apply along the contact normal n. Friction constraints act along the
two perpendicular directions and altogether these three axes make up the contact
frame L.

For all the different types of contact constraint the form of the constraint equation
is the same

L(pa — Py —1) 20, (6.1)

where p is the contact point on each body. The Jacobian is simply
J;=(L Lt, -L —Lg, ) (6.2)
and the diagonal matrix is

D; = (( m;'1 + LI F LT +my L+ LI, ' LT ) (6.3)

6.1 Resting Contacts

The normal contact constraint is simply

n-(p,—ps) > 0. (6.4)

This says that in the contact frame the two points p can’t penetrate along the contact
normal. The limit b is

b = Ax + Ad + As, (6.5)

i.e. the distance between the contact points at ¢ + 1.

6.2 Collisions With Restitution

There is a choice to make in how to deal with collision with restitution e > 0. The
solver applies a single impulse from the constraint which modifies the velocity of the
two bodies and in doing so alters their position. Since we are only applying a single
velocity to the body, we can either set the constraint limit so that collision appears
to happen at the correct point or so that the final velocities of the bodies after the
collision are correct. We can’t do both at once. The choice we have made is to ensure
that the final velocities are correct and to hope that any errors in the position of the
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contact are small. These errors will, however, grow for fast moving objects and long
simulation time-steps.

We assume that the collision occurs at the start of the time-step. The final
relative velocities should follow from the restitution equation:

AdE = —eAd!,. (6.6)

The relative displacement along the contact normal is reversed and scaled by the
restitution 0 < e < 1.

If the constraint is solved exactly then the update to the displacement of body a
along the contact normal will be:

1
ditt =df sttt —jt (6.7)
Mg

and the displacement of body b:
1
4t =d, +s7 - —], (6.8)
my

where ji = (D1),, is the normal component of the impulse produced by the contact
constraint.
Using this we find

1 1
AdL = Ad), + AslT — (— + —) Jn- (6.9)

me  mp )"

Therefore, we require that

o Ma My t t+1
i = (777% n mb) [(1+e)Ad" + As™] . (6.10)

The mass factor comes from the diagonal term (6.3):

1 —_1\—1 Mgy
= 6.11
(ma + mb ) My 4 me ( )
so we must set the limit /,, as
l, = (1+e)Ad+ As (6.12)

Simple check using conservation equations in 1d

Consider a simple 1d collision between two hard spheres of mass m, and my,.
We will assume that the restitution e = 1 and that energy-momentum is conserved.
If the initial velocities before the collision are v, and v,, we want to find the final
velocities after the collision v/, and vj
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Conservation of momentum implies that
MaVq + MUy = MUl + myuy, (6.13)
and conservation of energy that
M2 + Mpvi = Mav? + myup?. (6.14)
Let us define Av as Av =o' —v. Then from (6.13)

vy, = vy — —Aw. (6.15)

Substituting this into the energy equation (6.14) gives

Av, (1 + %) + 2(vg — vp)Av, = 0. (6.16)
my
There are two solutions to this. Either Av = 0 and there is no collision or
my
Av, = 2(vp — vy)—— 2 6.17
) e e (617)
The impulse is j = mAwv so
. meMmy
a == 2 - a 77
) (Ub v )ma -+ my
. mamy
= =2(vp — Vg) ———, 1
o= =20y = ) (6.15)

where the second result follows by symmetry.

6.3 Zero Restitution Collisions

We can do better for collisions with zero restitution. These can be solved so that
both the contact position and the final velocity are correct. The catch is that it takes
two simulation updates to reach the correct final result. The procedure is:

1. During the first update the limit b is set so that just the right amount of
relative velocity is cut so that the contact points will be coincident at the end
of the frame after the next dynamic update. Note that the relative velocity of
the contact points need not be zero at the end of the frame.

2. On the next frame, the limit is set so that any remaining relative velocity
between the contact points will be zeroed at the end of the next update.
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We can achieve this by setting the limit as

l, = Ax'Ad' + As'™! (6.19)
so that -
it = —2 [Axt + Ad! + As'TY] (6.20)
Mg + My

The relative contact point position and displacement at the end of the frame will be

AxIT = Axt + Ad! 4+ As! T — (i + i) it

Mg my
=0,
Adt+l _ Adt A t+1 1 1 st
= +AsT — o + - Jns
= —Ax". (6.21)

With this limit, the position will be correct at the end of the first simulation update
and the velocity will be zeroed by the end of the second update.

6.4 Friction

Friction is a constraint applied to the two axes perpendicular to the contact normal
n. The magnitude of the frictional force is

|| = [N, (6.22)

where N is the contact force along the contact normal and 4 is the constant coefficient
of friction. |NJ| is calculated as
IN|=XA;"n (6.23)

i.e. the impulse due to the contact constraint along the contact normal®.

We model two types of friction: static and dynamic. Static friction stops objects
from moving and dynamic friction applies a drag force to objects in motion. The
dynamic and static coefficients may be different but with ps >= pg4. The friction is
applied by clamping the components of the constraint force in the solver loop:

if (Fi>F,), F=1F,
if (F,<—F,), F,=—F, (6.24)

where F; is the force along the friction axis 7.

Note that it is a concession to performance that friction is applied in this way
to both axes rather than having a single friction force in the direction of motion.
Clamping axes is cheaper than clamping an off-axis vector. This approximation can
be made much better by defining one of the friction axes to be in the direction of
the relative surface velocity vector of the contact points.

4As we are solving the constraints iteratively, A will change per iteration. We always use A from
the previous iteration to solve for [N| in the current iteration. This means that the friction force
will only be non-zero after two iterations.
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6.5 Position Correction

A problem with all of the constraints is that, in applying an impulse to correct
any violation to the constraint equation, that impulse can give the body a residual
velocity. In the case of colliding objects that is desirable because we want to change
the velocity of the two bodies. However, in some situations this can cause problems.

Suppose we want to apply a constraint that ensures that two bodies are not
penetrating. If we were to use a regular contact constraint then we could use this
to apply an impulse that would ensure that the contact point was not penetrating
at the end of the frame. However, the impulse would also give the bodies a relative
velocity away from each other proportional to the penetration distance. If we just
want the effect of the constraint to be that the bodies are forced apart so that they
do not penetrate but that they are not given any additional velocity we need an
additional mechanism.

We want a correction x that gets applied to the position, but not to the displace-
ment:

Xt+1 — Xt + dt + St—l—l + rt—l—l 4 X,
dtt =d" + st et (6.25)

This correction is added as an additional constraint to the solver loop in the following

way:
for (k=1 to nlIterations)
{
for (i=1 to nConstraints)
{
AR =AW+ D (b, — J,x®))
AF = A 4D, (by — 3, ™ 4 )
e = @ MIT Y - AB),
}
}

The thing to note here is that the “reaction force” due to position corrections y
is added to the usual reaction forces r in the second line to work out the impulse
needed to satisfy the regular contact constraint .

This position correction is used to separate penetrating bodies along the contact
normal. It is a 1-dimensional constraint. The diagonal term is the xz-component of
D; (6.3). The limit is just the distance between the contact points along the contact
normal:

b, = Ax' - n. (6.26)
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The position correction is also clamped inside the solver loop so that it only
applies in a direction that moves the contact points apart. A, = Min{\,, 0}
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A Updating Orientation With an Angular Dis-
placement

Suppose we want to multiply a unit quaternion ¢ = (o, q) by another unit quaternion
p = (po, P). Since p is a unit quaternion, we can write

(.

where 0 is the angle of rotation about the axis x.
For small angles, we can approximate this as

P ( 9/; % ) (A-2)

The multiplication is then

Po —P1 —P2 —D3 qo
ng = Pr Po P3  —DP2 a1 7
P2 —P3 Do b1 Q2
pPs P2 —P1 Do q3
qo — %Hq ‘X
Lp Lp —1p
_ | 32YQ@0%1+ 1+ 30q2r3 — 500379 1 O(6?

%9%@ - %9%563 + g2+ %9%% (6°),

%9%% + %‘9613@ - %‘9612% +q3
1 —q-X
= —0 WA A3
q+2 (qox+x><q) (A-3)

This approximation is used when updating the orientation of a rigid body. The
orientation is stored as a quaternion and the angular displacement as a vector. The
magnitude of this vector is the rotation angle and its direction the rotation axis. In
order to convert this vector into a quaternion of rotation we could use (A.1) directly,
but this would involve calculating the sine and cosine of the rotation angle which
would be expensive, so instead we use the above approximation above.
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B Drag

The linear/angular drag force is assumed to be proportional to the linear/angular
velocity:
Firag = —p%. (B.1)

Using Newton’s second law we have
mx = Fdrag — pX. (B2)
This can easily be integrated to give

K¢

. . e H
— xpe ht oxo(1— E B.3
X Xp€ XO( m + )7 ( )

where xq is the initial velocity. In the dynamic update we apply drag using the
Taylor expansion:

dx

x(t + At) = x(t) + = At + O(AF?),
= x(t) — %x@) + O(AR) (B.4)

In code we apply the first order update to the displacement:
d'tt = d(1 + pgAt) (B.5)

and the drag coefficient we use is scaled by the mass: py = p/m. For this to be
valid, pgAt < 1 so the drag factor is clamped if this product is too big.
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C The Spring Equation

Soft drives are modelled as damped springs. According to Hooke’s Law, the spring

force is F;, = —kx, where x is the extension of the spring and k is the spring constant.
We add to this a damping force F; = —ux. Newton’s second law gives:
mX + px + kx =F,, (C.1)

where F, are any external forces, i.e. forces not due to the spring. The solution to
the homogeneous equation (F. = 0) is found by looking for a solution of the form

x(t) = Ae™ (C.2)
For some constants A, «. Inserting this into the spring equation gives
mo(o —1) + po+ k= 0. (C.3)
Solving this quadratic equation for a gives

1 2 4k
YNy

- _ £ o C4
“ 2m 2V m2?2 m (C-4)
Different solutions arise depending on the sign of 7‘2—22 — %. If this is negative then

the solutions V\gﬂl be sinusoidal and if it is positive the solutions will be exponentials.
The case £y = 3k is called critical damping. It is the limit where the damping is

T m

just large enough to prevent any oscillations.

Defining w = % — %, the solution in the sinusoidal limit 51—22 > % is
o . F.
x(t) = e"2m (Asin(wt) + B cos(wt)) + = (C.5)

where A = (xo—%) andB:%(ko—l—ﬁ )
The spring and damping coefficients used in the code are scaled by the mass:

ks =k/m, pqg = p/m.
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D The Angular Velocity Quaternion and the Ja-
cobian Quaternion Relative Derivative Matrix

Let the orientation of a body be represented by the unit quaternion x(¢). This can
be written as a rotation by a unit quaternion r(¢) of some initial orientation x:

x(t) = r(t)xor(t). (D.1)
Taking the derivative with respect to time of this gives

T = rw + ragr,
= r(ror)F + r(Tr)r,
= rrx + T7T, (D.2)

where we have used the fact that r is a unit quaternion
rr=71r=1. (D.3)

If we take the derivative of this equation we get

I +rr =0 (D.4)
(e Yo mert ) (0), s
Where we have used the formula for quaternion multiplication
4opo —q- P
h D.6
P <QOP+poq—|—qXp) (D.6)

This implies that the scalar part of 7 and r7 are both zero, and the vector parts are
equal and opposite. We can define

ﬁz(g), rFE(_OW). (D.7)

Using this definition in (D.2) gives

. —W-X WX 0
x_<xow+wxx)+<—xow—xxw)_<2W><X)' (D-8)
Define
o 0
then '
r=—wr, T= —57%) (D.10)
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w is the angular velocity quaternion.

Consider the relative quaternion between two orientations ¢, and q:

Gr = QaQp-

Taking the derivative of time this:

QT = (jaQb + Qaqm

1_ n 1
= —54aWaqq ~aW )
2q q 2(] b4b
1_
= §Qa(wb — Wa) @b,
1

= 5Q1(3)Qr(2)(ws — wa),

2

where (Q;, and Q)i are the left and right quaternion multiplication matrices:

o —q1 —q¢2 —G3

_ | @ G @ —q _
QL(q) P E Qr(q)

43 42 —q1 Qo

The Jacobian relative quaternion derivative matrix is defined as

Jrqd = %QL (Cja>QR(qb)

so that
QT = Jrqdwr-

(D.11)
(D.12)
—q1 —G2 —g3
do —q3 q2 (D13>
q3 do —q1
—q2 1 4o
(D.14)
(D.15)

To see the relevance of this matrix to constraints and Jacobians, consider a con-
straint which is a function of the quaternion orientation of two bodies and is limiting
the relative orientation of the two bodies to be equal to some constant orientation b:

C(Qa> Qb) = oo — b= 0.

Taking the time derivative:

¢ = Jrqdwr.
Properties of J 44
Let
ro o
_ o
Jrqd = (qT q; q; Qk) = Ty i
r3 13
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Jo
J1
J2
J3

(D.16)
(D.17)
ko
3}
i (D.18)
ks
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But multiplying out (D.14) It can be shown that

1 1
qr = §qaqb =3 x relative quaternion,
0
1 h 1
qi = 2QanQb where (g, = 0 )
0
0
1_ 0
¢ = 59alyq Where qy=f | |,
0
0
1 h 1 0
qr = 2%%% where g, = 0
1

The quaternions {¢;, g;, qx} are all unit quaternions (multiplied by 1/2) and define
the relative orientation about three mutually orthogonal axes.
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